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Data Compression and Encryption
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Basic communication theory

A basic understanding of the theory of communications is necessary to appreciate the limits of the various communication channels, and what we are able to do with the physical resources at our disposal.

The first point to realise is that all communications is done by the transmission of periodic signals, whether human (by means of light and sound waves) or electronic (by electrical signals passing  down a wire, or electromagnetic radiation passing via a satellite, fibre optic cable etc.).
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Furthermore, all such periodic signals can be broken down into "pure" (or sine) waves of different frequencies – much as colours can be decomposed into their spectral components.  The following diagram shows the most usual type of computer-based communications, and shows how it is broken down into its constituent frequency components (or "harmonics").  8 harmonics give a reasonably faithful reproduction – anything less gives rise to considerable distortion.  Over an ordinary telephone line, which has a cut-off at 3,000 Hz (cycles per second), the effective baud rate is limited to 2,400 (which will allow 10 harmonics to be sent within this limit).  It is not surprising that for many years, 2,400 baud has been the highest commonly available transfer rate over a medium-cost modem.  Higher rates are now achievable, but by the use of more sophisticated coding schemes using more than two levels.  The baud rate,. which is the number of changes per second, is equal to the bit rate only if only 0 & 1 are transmitted.

Maximum data rate of a channel (Nyquist)

The maximum data rate is

2H log2V

bits/sec where H is the bandwidth, and V is the number of discrete levels (digital signals normally have only 2 levels – 0 & 1 – although as stated above, sophisticated coding schemes can squeeze more out of a channel by using more than two levels.

Noisy channels
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[image: image5.wmf]In principle it would appear that we can send an arbitrary amount of data down any channel (say a telephone line) simply by encoding signals with an arbitrary number of levels.  This is useful to some extent, and is in fact used in high speed modems as just mentioned.  But remember the reason for using a digital mechanism in the first place – it is that there is virtually no risk of 0 being confused with 1 and vice versa.  Digital does not necessarily mean just 1s and 0s, although this is the most convenient model to adopt for modern electronics.  The more levels we have, the greater the risk of different levels being confused if there is noise in the system.  In practice we can never eliminate noise

Signal to noise ratio (S/N) is normally expressed in decibels (db): 

10 Log10 (S/N)

S/N
Decibels

2
3 db

10
10 db

100
20 db

1000
30 db

Here are some examples.

Logarithmic conversions like this are common in this area, and tie in conveniently with human perception (the human ear detects the same difference between noise levels of 10 and 100 watts as it does between levels of 100 and 1000 watts – which is why hi-fi specifications are also given in decibels).

The maximum data rate of a noisy channel is

H log2(1 + S/N) bits/sec

The typical telephone system, with a s/n ration of 30db (1000 to 1) and a maximum frequency of 3,000Hz, has a maximum theoretical data transmission ate of 30,000 bits/sec.  This has now been reached.

Data Compression

Data compression is always based on the basic fact that some signals are more likely than others – in other words, the information is in part predictable – it possesses redundancy.  Some data is more predictable than others – for example, computer source code has more redundancy (and can therefore be further compressed) than compiled code, and Pascal (with its longer symbols begin and end rather than { and } – more so than C.  For example:

if (i < 10) then begin
  i := i  + 1;

  j := j + i;

end


(53 characters)
if (i < 10) {
  i++;

  j = j + i;

}


(33 characters)

Since both texts are identical, it is not surprising that the longer one can be compressed.

A message with N possible symbols, each equally likely, has an information content per symbol of:

log2 N

whereas a message with N possible symbols, each with probability Pi has an information content per symbol of
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This is simply saying, in mathematical terms, that the more likely symbols contain less information; dog bites man says less than man bites dog.

Huffman coding

One of the oldest signalling systems to make use of this fact is Morse code, in which the more likely symbols (e, s) are composed of fewer dots/dashes than the unlikely ones (q, z etc.).  If a message consists of four symbols with probabilities as shown, then the coding system which follows will result in an average number of bits per symbol of 1.67, as opposed to 2 bits per symbol if each symbol has a code of equal length.  The method is due to Huffman.

Symbol
probability
equal coding
Huffman coding

a
0.50
00
0

b
0.30
01
10

c
0.15
10
110

d
0.05
11
111

The message:

a a b c b a a a d c b a b a b b c a a a
which is composed of the ten symbols in their "statistically correct" proportions (50% ‘a’, 30% ‘b’ etc.), with equal coding would appear:

00 00 01 10 01 00 00 00 11 10 01 00 01 00 01 01 10 00 00 00

and with Huffman coding:

0 0 10 110 10 0 0 0 111 110 10 0 10 0 10 10 110 0 0 0

To aid in human interpretation a space has been placed between each symbol.  This space is not part of the signal as transmitted.  You should convince yourself that there is only one way in which both sets of symbols can be split up into their component parts.

The procedure for Huffman coding are as follows:

1.
Write down all the symbols, with their associated probabilities.

2.
Mark the two smallest nodes; add a new node, with arcs to each of the nodes just marked; the probability of the new node is the sum of the probabilities of the nodes it is connected to.

3.
Repeat step 2 until all nodes have been marked except one – this will have probability 1.0.

4.
The code for any symbol is found by tracing the path to the node, recording left and right paths thus: 0 for left, 1 for right.

Other coding schemes

Other schemes, known as run-length coding, which make use of the order in which symbols appear (such as strings of repeated 0s – especially useful in representing graphic images) can improve on the above methods.

It is possible to devise a way of changing the assignments table dynamically if the frequency of symbols within the data varies, and also extend the method to deal with a data stream where access to the whole data file is not available at the outset. This is called adaptive data compression because it adapts the assignments table in real time in response to changes in the content of the data stream. MNP5 is an example of this method, using Huffmann coding combined with Run-Length Limited encoding.

Text substitution Lempel-Ziv coding is another way in which data compression can be affected by looking for strings of two, three or more symbols which repeat in the data stream and then creating a table defining these common combinations of letters .(such as 'th' in plain English). You can send most common combinations of two or more characters using 10 bits if you allow a table of size 1,024 (so-called Dictionary techniques). As with the Huffmann coding method, it is possible to devise a way of changing the assignments table dynamically if the common strings within the data vary. This is therefore also an example of adaptive data compression.  V42bis
 is such a method typically using a table size of 2,048 ( bits), and is usually set to attempt string matches on strings with a maximum length of six characters.

Speed versus compression

You should be aware of the distinction between dynamic and static compression.  Dynamic (or on-the-fly) compression is done in the course of data communication or storage, whereas static compression refers to a file or other unit which is compressed prior to communication or storage.

There follows from this a fundamental decision to be made regarding the design and optimisation of such data compression algorithms. How important is speed?  Can you do the compression as a batch job (which is slower), or do you need to do it on-the-fly as data is being transmitted (e.g. down a telephone line)? Algorithms such as ARC, ARJ, and ZIP use the text substitution method and are optimised for batch jobs, which means they ore capable of higher degree: of compression. On-the-fly data compression is more of a compromise, because of the requirement for speed of compression. Real-time hard disk compression and data compression in modems are examples of on-the-fly compression.

Large graphics and video files generally need to be decompressed on the fly, but can be compressed at leisure, often using much more powerful equipment than is available for decompression.  In a commercial organisation producing graphics files for distribution, this is acceptable.

Modem compression

V42bis is an international modem compression standard.  V42bis uses the text substitution method of tokenising strings of data. The dictionary size (table size) may be 512 entries (9 bits per token), 1,024 entries (10 bits per token), 2,048 entries (11 bits per token) or 4,096 entries (12 bits per token). CCITT recommends the use of 11 bits (2,048 entries), but some implementations use 10 bits (1,024 entries) to save on memory and processor power. This is not a serious compromise, as some types of data actually compress better using 1,024 instead of 2,048. Theoretically, 4,096 entries could give greater compression, but the benefit is minimal and can reverse for some data types.

The maximum string length used in matching strings for tokenising also varies between implementations. A string length of six is typical, and although larger values would theoretically give more compression, the benefit is again minimal and would impose a processor overhead.

Graphics files

The extent to which data can be compressed depends on the nature of the data as well as the algorithm used. Bit-mapped image files are easily compressed, although it depends on the image content. Some image formats such as compressed TIFF and GIF are compressed already and won't compress much further. Fairly random data like binary files of executable programs compress rather poorly. Shown below is the compressibility of some common file types using ARJ, V42bis and MNP5 compress/on. The files are a bit-mapped encapsulated Postscript (EPS) file, an executable (.EXE) binary file, and an ASCII text file in plain English.


ARJ compression
V42bis compression
MNP5

EPS file
5.83
3.90
1.70

ASCII file
2.24
2.01
1.53

.EXE FILE
2.03
1.49
1.18

JPEG is a suite of techniques used to encode video frames.  MPEG is the same methodology applied to moving pictures and sound.

Lossy v Lossless compression

Most of the discussion so far has concentrated on providing a compressed file which, when decompressed, reconstitutes the original material exactly.  This is obviously necessary in the case of text of all descriptions, and some graphics – e.g. the digital transmission of an X-ray or other medical images to a surgeon performing an operation remotely, or video images from security cameras that may be used as evidence in court.

In the case of other graphics images, there is no need for the image to be reconstructed exactly as it was saved.  Huge benefits can be achieved in compression ratio if this is accepted.  There is a large variety of techniques that may be employed, from Fourier transformation (8 to 10 harmonics provide an acceptable compromise for audio files), and more sophisticated forms of spectral compression.

Fractal representations of texture and background information are also used.  In this case, the background would be recreated mathematically to look like the original.  For example, a beard would be reconstructed in terms of density, colour and texture, but not the precise configuration and location of each hair!

Wavelets are the big thing nowadays.  See e.g. Web reference http://www.amara.com/current/wavelet.html 

Error detection and correction

There are many sources of error – the main ones being:

Thermal
("electron noise")

Impulse
(switching, etc.)

phase shifts
(different frequencies travelling at different rates)

Crosstalk
(interference between different channels)

Many errors occur in bursts – that is, periods of relatively error-free transmission, interspersed by bursts of interference.

There are two main approaches to error handling.

Error correction

Error correction seeks to ensure that enough extra information is carried with the message to ensure that all errors can be corrected.  English is much like this – you can normally understand what is said even over a noisy telephone line, or koap wiv apaling speeelin mithteakz, because of the extra information that is transmitted.  If the occasional Pascal symbol is corrupted (bekin rather than begin) you can normally reconstruct the message.  It is more difficult with C – in the words of the saying, anything goes!.

The basic method is to ensure that ensure that a given number of corruptions (i.e. wrong bits in a message) can be dealt with by making the corrupted message closer to one valid signal than it is to another (the so-called Hamming distance).  For example, if the four possible symbols are:

0000000000, 0000011111, 1111100000, 1111111111

then if two bits are corrupted, the original can be identified – e.g. 0000001011 is identifiable as 0000011111.

Error detection

Of course, such a method relies on our knowing absolutely that there can never be more than 2 corrupted bits – unwise if absolute reliability is required.  Much safer is to send an extra code – say a sumcheck (the sum of all the bytes sent, expressed as a 16 or 32 bit number) which can be calculated independently by the receiver.  The receiver of course has then to validate every transmission.

In practice, more sophisticated forms of checking than a simple sum check are employed – the most usual is the CRC check, which is a standard 16-bit polynomial function with a very high chance of detecting an error.  For example, a sumcheck would not pick up transposition errors (ACBDE instead of ABCDE), whereas a CRC check would.

Data encryption

Encryption methods employ an encryption method, which is difficult to keep secret because of the amount of work involved in changing it, and a key, which is assumed to be secret and can be changed at will if it is, or is thought to be, compromised.

Traditional methods

Traditional methods have involved either substitution ciphers and transposition ciphers.

In a substitution cipher, a letter or group of letters is replace by another group.  There are many variations, including those which disguise the relative frequency of the letters making up the message.  In a transposition cipher, as opposed to a substitution cipher, letters are transposed but not changed.

Data encryption standard
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Traditional encryption methods relied on simple methods (carried out by hand by relatively unskilled operators) and lengthy keys.  Computers can easily break such encrypted messages, so modern methods rely rather on incredibly lengthy and convoluted encryption methods.  The Data Encryption Standard, adopted by the US government for non-military work, is one such standard.

Public key cryptography

The problem with all forms of cryptography so far has been that it is necessary for the encryption/decryption key to be kept secret; it follows that there must be prior (secure) contact between the communicating parties in order for keys to be exchanged, since the encryption key can be deduced from the decryption key and vice versa.

There are now ways of constructing encryption keys such that the corresponding decryption key cannot be calculated – or rather it can in principle, but would take billions of years of computer time in practice.  This is important, because it allows two people to exchange secure encrypted messages without any prior communication to exchange keys.  Each person has two keys, a public key (for encryption) and a private key (for decryption).

The transformation relies on the principles:

1. D(E(P)) = P, where E is the encryption function and D is the decryption function.  P is the plaintext message.

2. It is exceedingly difficult (i.e., in practical terms impossible) to deduce D from E.

3. E cannot be broken (i.e. the encrypted message cannot be read without a key).

4. If digital signatures are to be used, then the keys should be usable in reverse order – that is, E(D(P)) = P.

Person A sends her encryption key to B, who can then send A a message which only A can decrypt (she keeps her decryption key to herself).  (Even though C might have intercepted the key, it does not allow him to decode the message – only to send messages of his own to A!).  In fact, the encryption key can be in the public domain.

For A to be able to send secure messages to B, B must send her encryption key to A, thus effectively reversing the situation.  It is assumed that B has a different pair of keys from A.

Advantages and disadvantages

Although public key cryptography has great benefits – primarily the absence of the need for excessive security and secrecy in setting up the mechanism – it is computationally intensive and therefore unsuited to the transmission of long messages.  Various hybrid methods have been adopted, one being to use the public key method to transmit the encryption key for use with non-public key methods.  This is the strategy adopted by PGP (Pretty Good Privacy), an excellent system providing privacy, authentication, digital signatures and compression.  It has the added advantage of being in the public domain.

Digital signatures and authentication

The problem of proving that electronic messages were sent by the person by whom they were claimed to be sent is as important as that of validating a hand-written signature, since large transactions are now authorised electronically.  Using the public key method, this is possible, so long as the keys are commutative (that is, can be applied in either order).  For A to communicate with B, she now applies her secret decryption key to the message after she has encrypted it with B's public key.  B then decrypts it with her secret key, afterwards applying A's public key.  Since A never transmits her decryption key, only she could have sent the message.

See the accompanying reprints.







� This weeks material has been taken from a variety of sources – an old book by Jordan on communications, various magazine articles (including PCW on data compression), as well as Tanenbaum.


See also Tanenbaum (pp 730-744 on compression, 577-622 on security) for excellent coverage of the material.


� how might you do this?


� The modem compression standard


� Question: why does compression take place only at the lowest and highest levels (loosely speaking)?
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